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Massive Time Series Streams
ÅMotivating Applications:
ïData center management
ïEnvironmental monitoring
ïMobile asset tracking

ÅData Center Example:
ïTens of thousands of serves
ï100 performance counters per server
ïSample every 30 seconds

ÅBack of the envelope calculations:
ï1 TB of raw data per day
ïSimple queries require hours
ïSophisticated queries for capacity planning and resource 
ƳŀƴŀƎŜƳŜƴǘ ǘŀƪŜ ƳǳŎƘ ƭƻƴƎŜǊΧ
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Cypress framework:

Design compression & analysis together to answer 
common queries directly on compressed data

Terabytes of data

Storage is expensive Analysis is slow

Compress \ summarize Preprocess to efficiently 
answer queries of interest
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We asked the database people for 
representative queries 

Å Capacity PlanningΥ ά²Ƙŀǘ ƛǎ ǘƘŜ ǘƻǘŀƭ /t¦ 
ǳǘƛƭƛȊŀǘƛƻƴ ƎǊƻǿǘƘ ǊŀǘŜ ƛƴ ǘƘŜ ƭŀǎǘ ǘƘǊŜŜ ƳƻƴǘƘǎΚέ

Å Server provisioningΥ άIƻǿ Ƴŀƴȅ ǎŜǊǾŜǊǎ ƘŀǾŜ 
reached 80-percent utilization in the last holiday 
ǎŜŀǎƻƴΚέ

Å Dependency analysisΥ ά5ƻ ǿƻǊƪƭƻŀŘ ƻƴ ǘȅǇŜ ! 
ǎŜǊǾŜǊǎ ŎƻǊǊŜƭŀǘŜ ǿƛǘƘ ǘƘƻǎŜ ƻƴ ǘȅǇŜ . ǎŜǊǾŜǊǎΚέ

Å Load balancingΥ ά5ƻ ǎŜǊǾŜǊǎ ǿƛǘƘƛƴ ŀ ŎƭǳǎǘŜǊ 
ǊŜŎŜƛǾŜ ōŀƭŀƴŎŜŘ ƭƻŀŘΚέ

Å Anomaly detection: Do spikes on a single server 
also happen across the cluster?

Low-pass filter and 
linear regression

Histograms

Trend Correlation

Correlation after 
removing trends

Correlation among spikes



Important to consider correlations
at various time-scales

(a) raw data (b) low freqs (c) spikes (d) residual

Trend 
queries

Dependency
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Load balancing
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Raw Stream Hourly trends wŜǎƛŘǳŀƭ άƴƻƛǎŜέ
components

Large deviations 
from hourly trend

ÅPair-wise correlation coefficients among 150 servers
Å150x150 matrix, element i,j is correlation between servers i and j
Ådarker color means stronger correlation



Key insights

1. Few basic query types: trends, histograms, 
correlations, anomaly detection

1. Different queries need to be answered at 
different time / frequency scales: seconds, 
minutes, hours, days, weeks, etc.

1. IƛƎƘ ŦǊŜǉǳŜƴŎȅ άƴƻƛǎŜέ ŎƻƳǇƻƴŜƴǘǎ όǿƘƛŎƘ ŀǊŜ 
typically ignored) contain important information 
that should not be discarded
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